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Abstract: This study explores the predictability of monthly asthma notifications using
models built from different machine learning techniques in Maceió, a municipality with a
tropical climate located in the northeast of Brazil. Two sets of predictors were combined
and tested, the first containing meteorological variables and pollutants, called exp1, and
the second only meteorological variables, called exp2. For both experiments, tests were
also carried out incorporating lagged information from the time series of asthma records.
The models were trained on 80% of the data and validated on the remaining 20%. Among
the five methods evaluated—random forest (RF), eXtreme Gradient Boosting (XGBoost),
Multiple Linear Regression (MLR), support vector machine (SVM), and K-nearest neigh-
bors (KNN)—the RF models showed superior performance, notably those of exp1 when
incorporating lagged asthma notifications as an additional predictor. Minimum tempera-
ture and sulfur dioxide emerged as key variables, probably due to their associations with
respiratory health and pollution levels, emphasizing their role in asthma exacerbation. The
autocorrelation of the residuals was assessed due to the inclusion of lagged variables in
some experiments. The results highlight the importance of pollutant and meteorological
factors in predicting asthma cases, with implications for public health monitoring. Despite
the limitations presented and discussed, this study demonstrates that forecast accuracy
improves when a wider range of lagged variables are used, and indicates the suitability of
RF for health datasets with complex time series.
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1. Introduction
Asthma is a chronic health condition that affects all age groups globally, and is char-

acterized by a heterogeneous inflammatory disease of the lungs, with variable symptoms
such as coughing, wheezing, shortness of breath, chest tightness, and variable airflow
limitation [1]. It is estimated that around 339 million people worldwide currently live with
this condition, with many experiencing seasonal and daily variations in their symptoms,
with different levels of severity throughout their lives [2]. Although most individuals
manage to control their symptoms, there is a constant risk of acute crises that can lead to
hospitalization and, in severe cases, death [3,4]. Over the last 50 years, there has been a
significant increase in the prevalence of asthma, especially in children in industrialized
countries, largely due to growing environmental pollution and exposure to irritants [5].
This reality makes it essential to study asthma in depth, not only in terms of its prevalence
but also its mortality, in order to guide public health policies and mitigation strategies.

Asthma not only represents a significant public health challenge, but is also associated
with alarming mortality rates. In 2019, approximately 461,000 people died from asthma-
related complications worldwide, which demonstrates the severity of the condition [6]. In
addition to its prevalence, which affects around 262 million individuals, asthma is a chronic
disease that profoundly impacts patients’ quality of life, as it currently has no definitive
cure [7]. Epidemiological studies have shown a strong association between exposure to
air pollutants and the worsening of asthma, suggesting that environmental factors play a
crucial role in the progression of the disease [8]. The literature also points out that elements
such as air pollution, tobacco smoke, climatic conditions, allergens such as pollen, and
pathogens such as influenza viruses are among the main factors that exacerbate asthma [6].
In the face of climate change, the situation becomes even more critical, since these changes
affect air quality and the production of allergens, contributing to an increase in asthmatic
episodes and allergic respiratory diseases [9,10].

In Brazil, asthma represents a significant public health problem due to limitations in
access to standardized treatment, which overloads the capacity for hospital admissions,
as evidenced in several studies [11–13]. Several studies studying the correlation between
environmental variables and respiratory diseases have been carried out in different cities in
Brazil [14–17]. An epidemiological analysis carried out between 2016 and 2020 revealed a
significant reduction in the number of hospitalizations for asthma during the COVID-19
pandemic (2019–2020), although the northeast region of Brazil recorded the highest number
of hospitalizations in the 2016–2020 period, with 2248 deaths associated with the dis-
ease during the period [18]. According to these authors, the higher number of asthma
hospitalizations may be associated with increased temperatures and lower latitudes.

Furthermore, when all mentions of asthma on death certificates are considered, in
2000, there was an increase of approximately 50% in mortality rate, ranging from 36% in
the state of Ceará to 76% in the state of Rio Grande do Sul, with women and the elderly
showing the highest rates [19]. The prevalence of asthmatic symptoms also stands out,
with significant variations observed between Brazilian states; for example, the prevalence
of active asthma was 14.8% in Maceió, a city on the coastal strip of the northeast region
with a hot and rainy climate, compared to 30.5% in Vitória da Conquista, a city in the
interior of Northeast Brazil with a high-altitude humid climate [20]. These data indicate
not only the severity of the condition, but also the urgent need for monitoring and effective
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interventions, especially in regions such as the northeast, where asthma research is still
scarce and needs greater attention.

The use of machine learning (ML) techniques in asthma research has shown promise,
allowing for more in-depth analysis of complex and varied data. ML involves the use
of algorithms to process large volumes of data, identifying patterns without the need for
explicit programming by humans [2]. Khanam et al. [1] conducted a scoping review on the
application of ML in asthma-related research, identifying 102 relevant articles. The main
areas of focus included the prediction of asthmatic episodes (24.5%), asthma phenotype
classification (16.7%), and asthma genetic profiling (12.7%). Most of the studies used
cohort designs (52.9%) and techniques such as neural networks, clustering, and random
forests, which were applied in 20.6%, 18.6%, and 17.6% of the studies, respectively. This
approach stands out compared to conventional statistical methods, which often rely on
human experience to discover causal relationships and can be subject to error [21].

Despite the increase in the use of ML, few studies have considered variables such as
the residential location of individuals [1], and the application of ML techniques to subsidize
public policies in the health sector is still scarce; thus, resources for this purpose could
be managed more effectively. The northeast region of Brazil tends to have the highest
number of registered asthma cases [11]. In this sense, the present study analyzes more than
twenty years of data on asthma notifications recorded in the city of Maceió, the capital of
the state of Alagoas, located on the east coast of northeastern Brazil, a municipality with
approximately 1 million inhabitants and one of the lowest human development indices
among Brazilian state capitals, at 0.721 [22]. Five different ML techniques were used to
assess the predictability of monthly asthma hospitalizations in order to identify the most
effective method for building a hospitalization prediction model based on the models’
performance in identifying the relationship between the meteorological and air pollution
variables most relevant to asthma records.

2. Materials and Methods
2.1. Asthma Data

Data on hospitalizations for asthma in Maceió, Alagoas, were obtained from the SUS
Statistics Department [23]. The SUS Hospital Information System (SIH/SUS), managed by
the Ministry of Health in conjunction with the state and municipal health departments,
sends the information from the Hospital Admissions Authorization (AIH) to Datasus,
which analyses, processes, and makes these data available at https://datasus.saude.gov.br/
(accessed on 10 September 2024). The tabulation is based on information related to the
pathology according to the International Classification of Diseases (ICD-10), specifically
Chapter X, which deals with diseases of the respiratory system, focusing on the morbidity
categories associated with asthma, identified by the codes J45 and J46. This study did
not require submission to the Research Ethics Committee, as the data are in the public
domain and accessible on the internet. In this study, we used monthly time series of asthma
hospitalizations from 1998 to 2023.

2.2. Pollution Data

The Copernicus Atmosphere Monitoring Service (CAMS) offers a global near-real-time
(NRT) service that provides daily analysis and forecasts of reactive trace gases, greenhouse
gases, and aerosol concentrations. This modeling system incorporates meteorological and
atmospheric composition observations, which are assimilated by ECMWF’s 4D-Var assimi-
lation model to create a reanalysis of atmospheric composition. Three recent reanalyses
have been published: the Monitoring Atmospheric Composition and Climate (MACC)
reanalysis for the years 2003–2012 [24], the “CAMS interim Reanalysis” (CAMS-iRean) for

https://datasus.saude.gov.br/
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the years 2003–2018 [25], and the “CAMS Reanalysis” (CAMS-Rean) for the years 2003 to
the present [26]. Detailed information on the CAMS reanalysis can be found in [27]. We
used the following variables: ozone (O3—kg × kg−1), sulfur dioxide (SO2—kg × kg−1),
carbon monoxide (CO—kg × kg−1), nitrogen dioxide (NO2—kg × kg−1) at 0.75◦ × 0.75◦

spatial resolution, and monthly temporal resolution at surface level from 2003 to 2023.

2.3. Meteorological Data

The meteorological data used in this study were obtained from the National Meteoro-
logical Institute’s conventional weather station located in the city of Maceió (lat: −9.55◦;
lon: −35.77◦; station code 82994), covering the period from 1998 to 2023 with monthly
resolution. The variables recorded included evaporation (mm), representing the amount
of water evaporated; sunshine (hours), corresponding to the total hours of sunshine in
the month; cloudiness (tenths), reflecting the average level of cloud cover; total monthly
precipitation (mm); atmospheric pressure (hPa); wind speed (m/s); relative humidity
(%); and maximum, minimum, and average monthly temperatures (◦C). Two indirect
variables were obtained from the aforementioned data and also made up the list of input
data for the ML models: the number of days with rainfall in the month, indicating the
frequency of days with rainfall, and potential evapotranspiration (mm), calculated using
the Penman–Monteith method.

2.4. Machine Learning Models
2.4.1. Random Forest

Random forest (RF) is a machine learning method that operates by building a multitude
of decision trees at the time of training and producing the class that is the mode of the classes
(classification) or the average of the predictions (regression) of the individual trees [28,29].
RF is a type of ensemble learning, which is a way of combining the predictions of multiple
ML models to produce a more accurate and robust result than the individual models. This
method is an adaptation of decision trees, where the model generates predictions from a
sequence of basic models, as described in Equation (1) [30], where each basic model is a
decision tree and k denotes the number of decision trees [31]:

g(x) = f 1(x) + f 2(x) + f 3(x) + . . . + f k(x) (1)

Random forests create a set of decision trees, each trained on a random subset of the
training data. This process is known as bagging or bootstrap aggregation [32]. Each tree
is trained on a random sample of the data, obtained with replacement, called a bootstrap
sample. In addition, when building trees, the best split for each node is chosen from a
random subset of features, rather than all features [33]. This approach ensures that the trees
are diverse and can capture a wide range of patterns in the data. Since each tree is built
using different subsets of the data and features, the random forest as a whole is less prone
to overfitting than a single decision tree. The final result is obtained by aggregating the
predictions from each tree, which reduces variance and produces a more stable model.

RF can cope well with input data that have missing values, and is generally robust to
outliers. It can be applied to large, high-dimensional datasets. An additional advantage
is that the method can provide estimates of the importance of variables. This is under-
taken by looking at how much the prediction error increases when the data for a variable
are randomized. Therefore, RF is considered one of the most versatile and easy-to-use
algorithms, offering good classification or regression performance without the need for
the extensive fine-tuning of hyperparameters, which makes it a reliable starting model for
many ML problems.
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2.4.2. XGBoost

eXtreme Gradient Boosting (XGBoost) is an advanced and efficient software library
for predictive modeling. XGBoost is a tree ensemble technique that uses a gradient descent
approach to improve weak learning models by adding a regularization term in the loss
function to smooth the adjusted weights and prevent overfitting [34]. XGBoost can be
calculated as follows (Equation (2)):

ŷ =
1
K

K

∑
k=1

fk(x), fk ∈ Γ (2)

where fk represents the output of the k-th tree, x is the input vector, Γ denotes the function
space containing all possible regression trees, and ŷ is the projected output [35,36].

XGBoost has stood out in many data science competitions for its performance and
accuracy capabilities. XGBoost uses gradient boosting, which is an ensemble technique.
Instead of building a single model, gradient boosting builds many models in sequence,
where each new model tries to correct the errors of the previous model. XGBoost includes
regularization terms (L1 and L2) in the calculation of the loss function, which helps to avoid
overfitting, i.e., when a model overfits the training data and performs poorly on new data.
It can automatically learn the best way to handle missing values during training, as well as
the ability to stop training the model as soon as the performance on the validation data
starts to deteriorate, thus avoiding wasting computational resources.

2.4.3. Multiple Linear Regression

Multiple Linear Regression (MLR) is one of the most widely used statistical and
machine learning approaches to explore relationships between variables, allowing the mod-
eling of linear relationships between a dependent variable and two or more independent
variables. According to [37], MLR is widely used to model linear relationships between
a dependent variable and several independent variables. According to the authors, the
appropriate choice of variables and the regression model is essential to ensure valid statis-
tical results in observational studies, since incorrect selection can lead to inaccuracies in
the results. In the reviewed studies, the accuracy and predictive ability of the models were
assessed through comparisons between predicted and observed values, highlighting the
importance of the careful choice of the type of regression to ensure reliable predictions [37].

2.4.4. Support Vector Regression Model

In 1995, the support vector machine (SVM) algorithm was introduced as a highly
efficient method for pattern recognition [38]. The SVM is a supervised learning algorithm
used for classification and regression tasks, and has been gaining prominence for its
effectiveness in several engineering applications [39]. In this method, data are represented
as points in an n-dimensional space, where the number of dimensions corresponds to the
number of features of the samples. The main objective is to identify the ideal hyperplane
that separates the different classes of data, minimizing the error. Support Vector Regression
(SVR) is a specific variant of SVM, aimed at regression problems, and is able to deal with
continuous values. Since its creation, SVR has been widely adopted in several systems
and applications [33,40,41].

2.4.5. K-Nearest Neighbors

The k-nearest neighbors (KNN) algorithm, also known as the memory-based classifica-
tion method, is a simple and intuitive technique in data mining [42]. In it, the difference be-
tween features is calculated using Euclidean distances, enabling work with both continuous
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and discrete variables. For example, if the first sample is represented by (a1, a2, a3, . . ., an)
and the second by (b1, b2, b3, . . ., bn), the distance d between them is given by Equation (3):

d =

√
(a1 − b1)

2 + (a2 − b2)
2 + . . . + (an − bn)

2 (3)

One challenge with using Euclidean distance is that large values can overshadow
smaller ones, compromising the analysis. Although KNN works primarily with continuous
data, it can also be applied to discrete data. In a hypothetical example, if discrete values in
a and b differ, this difference is counted as one; if they are equal, the difference is zero [43].
The algorithm is tuned on several neighborhood values until it reaches optimal levels of
sensitivity and specificity, as described in the results.

2.5. Evaluation Methods for ML Models

In the context of this work, which evaluates the performance of ML models applied
to regression problems, the selection of appropriate evaluation metrics is essential for the
correct interpretation and validation of predictive models. Metrics such as ROC Curve, F1
Score and Brier Score Loss are widely used in classification problems, but are not appropri-
ate for evaluating regression models. To evaluate such models, specific metrics such as mean
absolute error (MAE, Equation (4)), mean squared error (MSE, Equation (5)), root mean
squared error (RMSE, Equation (6)), and coefficient of determination (R2, Equation (7)) are
more appropriate. In the analysis of R-squared, caution is necessary, as it assumes that
all variables in the model are independent and may fail to detect non-linear relationships.
Moreover, it can produce misleading results in smaller datasets. These metrics quantify the
difference between predicted and actual values, providing a direct measure of prediction
accuracy in a continuous value context. The same methodological approach has been
employed in several studies, such as those by [44–48], and others. The metrics are defined
as follows:

MAE =
1
n

n

∑
i=1

∣∣∣yi,real − yi,predicted

∣∣∣ (4)

MSE =
1
n

n

∑
i=1

(
yi,real − yi,predicted

)2
(5)

RMSE =
√

MSE (6)

R2 = 1 −
∑n

i=1

(
yi,real − yi,predicted

)2

∑n
i=1(yi,real − yreal)

2 (7)

where yi,real represents the real values and yi,predicted the predicted values of hospitalizations
for asthma, and n indicates the size of the test dataset.

The coefficient of determination (R2) measures the proportion of the variability of the
dependent variable that is explained by the independent variables. It ranges from −∞ to 1,
indicating that the closer to 1, the better the predictive ability of the model, according to the
mutual relationship between the ground truth and the prediction model [49]. A negative
R2 means that the predictive performance is lower than the mean model, which can occur
when using out-of-sample data or in regressions without intercept.

2.6. Autocorrelation Function

Autocorrelation function (ACF) analysis is a statistical technique used to assess the
temporal dependence between consecutive observations in a time series [50,51]. In a
predictive modeling context, the ACF is particularly useful for examining the structure
of model residuals, making it possible to identify possible correlation patterns that may
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indicate model inadequacy or the need to include lags in the variables. In the context of
the predictive modeling of time series, the ACF plays a crucial role, since the validation
of the estimated model depends on the study of its residuals, which is achieved thanks
to its ACF [52]. In an adequate model, it is expected that the residuals do not show
significant autocorrelation, i.e., that the ACF of the residuals shows values close to zero for
all lags within the confidence intervals, indicating independence between the observations
over time.

To calculate the ACF, each value in the time series is correlated with the values at
different lags, resulting in a series of autocorrelation coefficients. These coefficients are
interpreted according to significance levels, usually represented by dashed lines on the ACF
graph. Autocorrelation values that exceed these limits indicate the presence of significant
temporal dependence for that specific lag. In the case of forecasting model residuals, this
dependence may suggest that the model has not adequately captured the entire temporal
structure of the data, which may jeopardize the accuracy and reliability of the forecasts.

3. Results
3.1. Machine Learning Performance (More Data or More Variables?)

Predicting asthma hospitalizations using ML models is sensitive to both the num-
ber of predictor variables and the amount of data available. Firstly, we carried out
two experiments to assess the impact of these variables. Experiment 1 (hereafter exp1)
includes the additional variables related to air pollution described in Section 2.2, but with
a smaller amount of temporal data (January 2003 to December 2023, 252 months). Exper-
iment 2 (hereafter exp2) excludes the pollution variables, but has a longer time series of
meteorological variables (January 1998 to December 2023, 312 months). The aim of this
comparison was to identify whether more variables with less data or fewer variables with
more data result in superior performance.

To ensure the robustness and reliability of the asthma hospital admissions forecasts,
standard procedures were followed for the application of each ML model. Firstly, each
model was fitted and trained using 80% of the available data, while the remaining 20%
was reserved for validation, following standard practice to avoid overfitting and allow an
accurate assessment of performance. However, each model was set up with a different
80–20 split, allowing for a more flexible assessment of performance and observation of how
each behaves with different training and test samples. This approach helps to minimize
the bias associated with a single split, providing a more reliable measure of the models’
ability to generalize. Therefore, the figures presenting the observed and predicted data
throughout this topic will not have the same time-series length, since each model was fitted
with a different 80–20 split.

The models were configured and optimized using the best-practice recommendations
for each technique: For the MLR model, tests were applied to verify assumptions of the
linearity and normality of the residuals. We did not remove the predictor variables that
showed multicollinearity between them, as the main objective of the model is accurate
prediction and not interpretation of the coefficients; collinearity is not necessarily a critical
problem. Furthermore, it was also observed that removing the collinear variables led to
significantly worse performance. In the RF model, the mtry hyperparameter (number of
variables used at each node) was adjusted to minimize the out-of-bag (OOB) error, while
the number of trees was set to balance between accuracy and computational efficiency. In
XGBoost, a hyperparameter optimization was performed, adjusting the number of trees, the
learning rate, and the maximum depth of the trees, in order to minimize the validation of
MSE. For the KNN model, the value of k was selected through cross-validation to ensure the
best fit to the dataset. In the SVR model, the regularization parameters and the appropriate
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kernel were adjusted to balance the complexity of the model and the prediction error. In
addition, data normalization and standardization techniques were employed to ensure
that the variables were comparable in scale and to avoid biases that could compromise the
performance of the models.

The results are shown in Table 1, where the five models used are compared in terms of
the MSE, RMSE, MAE, and R2 metrics. Figure 1 shows the respective scatter plots between
the data observed and predicted by the ML models. In addition, the correlations between
the values predicted by the models and the observed values are shown in Figure 2, which
compares the predictions of both experiments for each model. For the MLR model, exp1
performed better than exp2, with all metrics being superior, indicating that the inclusion of
pollution variables improves the model’s accuracy. This indicates that the model benefits
from the inclusion of air pollution variables even with the loss of part of the time series. The
RF model, on the other hand, performed better in exp1, with an MSE of 179.07, RMSE of
13.38, and MAE of 10.62, although exp2 showed a slight increase in R2 of 0.58. These results
indicate that RF works better with a shorter period and with pollution variables, while
increasing the period of temporal data did not bring great advantages in terms of accuracy.

Table 1. Statistical metrics for the MLR, RF, XGBoost, KNN, and SVR models in experiment 1 (exp1)
and experiment 2 (exp2).

Model Experiment MSE RMSE MAE R2

MLR
exp1 298.21 17.27 13.06 0.566
exp2 582.29 24.13 18.54 0.310

RF
exp1 179.07 13.38 10.62 0.552
exp2 267.70 16.36 13.28 0.582

XGBoost
exp1 341.61 18.48 14.34 0.331
exp2 402.35 20.06 15.14 0.552

KNN
exp1 291.30 17.07 12.87 0.460
exp2 362.01 19.03 15.44 0.629

SVR
exp1 295.88 18.92 13.17 0.557
exp2 339.66 19.25 13.80 0.611

In exp2, the RF model still performed relatively well, especially considering the slightly
higher R2 than in exp2. Thus, the RF model still manages to capture a good amount of the
data variability, although with a lower overall accuracy in terms of mean error. XGBoost
performed the worst overall among the analyzed models, with relatively high errors in
both experiments. In exp1, XGBoost obtained an MSE of 341.61, RMSE of 18.48, MAE of
14.34, and R2 of 0.331, indicating a low explanatory power and high margin of error in
the predictions. In exp2, XGBoost’s performance was even worse. These results suggest
that XGBoost did not benefit from either the inclusion of air pollution variables or the
increase in the time period of data. The KNN model performed averagely, with a superior
performance in exp2.

However, considering the MSE, RMSE, and MAE values, KNN was not as effective as
the other models tested. Although it was not the model with the lowest errors, KNN stood
out in exp2 in terms of R2, showing that, despite having higher errors, it is able to explain a
significant part of the variability of asthma cases when working with a longer time series.
This indicates that, although KNN presents good adjustment capacity in long-term data,
it is still surpassed in accuracy by the other models. The SVR model presented a similar
performance to KNN, with intermediate error metrics. exp1 recorded an MSE of 295.88
and R2 of 0.56, while exp2 had an MSE of 339.66 and R2 of 0.61. These results indicate that
SVR was not as efficient as the other models, but still presented a reasonable adjustment
capacity, with a slightly better performance in exp2 in terms of explaining the variability.
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Considering the error metrics, the model that presented the best performance was RF
in exp1. This model obtained the lowest values of MSE (179.07), RMSE (13.38), and MAE
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(10.62) among all the models and experiments tested. These results indicate that RF was
more accurate in predicting asthma cases, since it presented the lowest MSE, RMSE, and
MAE, reflecting greater accuracy in predicting values close to those observed. In addition,
the R2 of RF in exp1 was 0.552, which, although not the highest among the models, still
indicates a reasonable ability to explain the variance in the data. In the context of this
analysis, the lowest mean error is more relevant to identify the model with the best fit,
and RF in exp1 clearly stands out in this aspect, being, therefore, the most suitable model
among those tested for predicting asthma cases.

The scatterplot presented in Figure 1 compares the observed values of hospitalizations
due to asthma with the predicted values for each of the models used. Graphs (a) and (b)
correspond to the MLR model, (c) and (d) to RF, (e) and (f) to XGBoost, (g) and (h) to KNN,
and (i) and (j) to SVR, with the exp1 dataset (red) represented by the graphs on the left,
which include air pollution variables, and the exp2 dataset (blue) by the graphs on the right,
which are based exclusively on meteorological data but cover a longer period of time, as
previously described. For the MLR (Figure 1a,b), the scatter of the points around the identity
line is considerable, especially in exp2, indicating that the MLR has difficulty in capturing
the variation in the data accurately, especially for higher values of hospitalizations. In the
RF model plots (Figure 1c,d), the points are closer to the regression line in both experiments,
and the distribution along the line is more balanced. This indicates that RF captures the
fluctuations in the observed data more robustly, especially in mean hospitalization values.
In addition, the dispersion is more uniform, which reflects the greater stability of the model
in the different value ranges. For XGBoost (Figure 1e,f), a greater dispersion of the points
is observed, especially in exp1. This model tends to have a less accurate prediction for
extreme values, indicating that XGBoost may be biased by overfitting to specific patterns in
the data without generalizing as well as other models. The KNN model, represented in
Figure 1g,h, shows a dispersion pattern that approaches the regression line, especially in
experiment 2. KNN appears to efficiently capture the relationship between the variables
for the second dataset, maintaining a distribution relatively close to the regression line.
However, in exp1, some more significant deviations are observed for higher values of
hospitalizations, suggesting that KNN may be less robust in situations with less data or
greater variability. The SVR model (Figure 1i,j) presents a distribution of points reasonably
close to the regression line in both experiments, although with some dispersions standing
out at extreme values. The results, in general, show that SVR manages to maintain a good
correspondence with the observed values, but also faces difficulty in accurately predicting
higher values of hospitalizations, where the dispersion increases. RF and KNN seem to
deal better with data variability in the second experiment, while MLR demonstrates more
evident limitations in both experiments, particularly for extreme values. XGBoost and SVR,
despite presenting good proximity to mean values, show high dispersion for higher values,
indicating that they could benefit from additional adjustments.

Figure 2 shows the comparison between the observed and predicted time series for
the different models in two experiments: exp1 (left column in red) and exp2 (right column
in blue). As explained previously, each machine learning model was fitted with a different
80–20 split of the data, which resulted in variations in the training and validation sets for
each one. For this reason, the figures showing the observed and predicted data time series
show X and Y axes with different lengths. It is possible to observe the actual hospitalizations
(black line) and the model predictions (colored line) for the analysis period of each model,
with the correlation between the observed and predicted values indicated in each graph.
In MLR, it is observed that the performance in exp1 (Figure 2a) is superior to that of exp2
(Figure 2b) (0.752 versus 0.557). This result indicates that the MLR model fits better when
there is a smaller set of variables including air pollution. The prediction in exp2 presents
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larger oscillations and a less accurate fit to the fluctuations observed in the hospitalization
predictions. The RF model (Figure 2b,c) presents high correlations in both experiments
(0.763 in exp1 and 0.776 in exp2). Although both experiments demonstrate good adherence
to the behavior of the observed time series, it is noted that the RF model in exp2 presents a
slightly better and more consistent fit, suggesting that the RF benefits from the longer time
series of exp2. The XGBoost model (Figure 2e,f) presents moderate performance in exp1
(correlation 0.622), improving significantly in exp2 (correlation 0.747). This result indicates
that XGBoost also benefits from a longer time series. However, there are still deviations in
some peaks of hospitalizations, suggesting that XGBoost has some difficulty in capturing
some more abrupt fluctuations. KNN (Figure 2g,h) shows an improvement in correlation
from 0.702 in exp1 (Figure 2g) to 0.781 in exp2 (Figure 2h). This result suggests that KNN is
favored by the larger amount of temporal data in experiment 2, allowing a more robust fit
to hospitalization patterns. SVR presents a high correlation in both exp1 (0.774 in Figure 2i)
and exp2 (0.786 in Figure 2j), with a slight increase in the second experiment. SVR is the
model that presents greater stability between the two experiments, with predictions that
closely follow the observed series. The high correlation in both experiments suggests that
SVR is effective in capturing time series trends, regardless of the number of variables or
the length of the time series. Overall, the time series plots in Figure 2 highlight that the RF,
KNN, and SVR models show greater fitting ability in exp2, benefiting from the longer time
series and better capturing hospitalization patterns over time. Among the models, SVR
stands out for its consistency across both experiments, while XGBoost and MLR show more
limited performance, especially in exp1. These observations indicate that for time series
with hospitalization data and atmospheric variables, models such as RF, KNN, and SVR
may be better suited to capture temporal variations when a longer time series is available.

3.2. Importance of Variables in Tree Models

As the RF model proved to be the best of the five ML models analyzed, we will
now evaluate the importance of the variables according to the trained RF model. The
importance of the variables is measured by the increase in the purity of the nodes that
the variable produces, which is a sum of the decrease in the Gini index (a measure of
impurity) that each variable brings to the splits it creates in all the decision trees in the
forest, so it is useful for assessing the role of the variables in the decision structure and in
splitting the data within the model. We also evaluated the “% Increase in Mean Squared
Error” (%IncMSE), a metric that reflects the percentage increase in MSE that occurs when
the values of a specific variable are randomly permuted while all other variables remain
unchanged. In other words, a higher %IncMSE indicates that the variable is more important
for the model’s prediction, because when its information is corrupted, the model’s error
increases significantly.

Table 2 shows the numbers that are the sum total of the decrease in impurity that
this variable provided in the trees of the random forest in experiments 1 and 2. For the
RF model in exp1, the variables with the greatest contribution to the model’s accuracy, as
measured by the percentage increase in %IncMSE, were minimum temperature (36.03%),
SO2 (20.82%), and insolation (14.60%). These variables showed great importance in the
forecast, suggesting that minimum temperature and SO2 are strong indicators of the
response variable in the context of climate and pollution data.
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Table 2. Gini index and the percentage increase in MSE for each variable in the random forest model
in experiments 1 and 2.

Variables % Increase in Mean Squared Error Increase in Node Purity

exp1 exp2 exp1 exp2

Evaporation 10.10 11.10 6341.92 15,129.60
Evapotranspiration 4.67 11.85 2069.43 10,105.40

Insolation 14.60 8.01 9912.74 11,661.47
Cloudiness 2.92 12.59 2909.33 12,526.92

Days with precipitation 4.24 8.41 1808.69 6677.03
Precipitation 2.29 5.68 2367.85 8299.80

Atmospheric pressure 8.75 20.68 6430.07 27,068.95
Maximum temperature 2.53 8.90 1708.85 8371.45
Average temperature 4.75 14.94 4537.50 16,793.87

Minimum temperature 36.03 46.17 36,416.31 78,485.94
Relative humidity 7.10 11.72 3712.47 12,971.09

Wind speed 0.92 6.02 1404.11 7181.92
CO (kg kg−1) 4.63 - 3788.71 -

NO2 (kg kg−1) 7.35 - 4386.75 -
O3 (kg kg−1) 1.10 - 2647.99 -

SO2 (kg kg−1) 20.82 - 13,113.98 -
PM10 (kg m−3) 3.83 - 3269.54 -
PM2.5 (kg m−3) 3.43 - 2511.66 -

As for the node purity metric, which measures the reduction in impurity caused
by splitting a node using a specific variable, again the minimum temperature (36,416.31)
was the most important variable, followed by SO2 (13,113.98) and insolation (9912.74),
reinforcing its substantial impact on the accuracy of the predictions.

In exp2, which incorporates a longer time series without the pollution variables, it
was observed that minimum temperature again stood out as the most important variable
with an %IncMSE of 46.17%, followed by atmospheric pressure (20.68%) and average
temperature (14.94%). However, the importance of node purity increased even more for
minimum temperature (78,485.94), while pressure (27,068.95) and average temperature
(16,793.87) also showed high relevance. These values indicate that, in the absence of the air
pollution variables, the importance of variables such as atmospheric pressure and average
temperature increased significantly, reflecting changes in the relative importance of the
predictor variables.

In terms of interpretation, the differences between experiments 1 and 2 suggest that
the inclusion of a longer time series may alter the importance of certain variables in the
RF model. While the minimum temperature variable remains the most relevant variable
in both experiments, variables such as atmospheric pressure and average temperature
become more relevant in the RF model in exp2, suggesting that these variables may capture
trends and fluctuations that are more evident on an extended time scale. It is clear that the
minimum temperature variable seems to have the greatest predictive power for the number
of asthma cases. This does not necessarily mean that the minimum temperature variable
causes more asthma cases, but rather that there is a strong association between it and the
number of cases within the dataset supplied to the models. A strong association does not
imply causality and these influences should be analyzed in more detail with further studies
to understand the cause-and-effect relationship.

3.3. Random Forest Prediction

We evaluated different versions of the RF model with and without lags, and incor-
porated the variable “asthma cases” as a predictor variable with and without time lags.
The justification for this is due to the importance of capturing the temporal effects and
inertia of the time series, especially in a context where past variables can directly influence
future forecasts.
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The first RF model (hereafter referred to as RF1) only considers the climate and
pollution variables observed at the current time (lag 0) to predict hospitalizations. By not
using lags, it makes the forecast based on the contemporary values of the climate and
pollution variables. This is useful for understanding the model’s ability to predict the
number of asthma cases based on current factors, ignoring any temporal dependence that
may exist.

The second RF model (hereafter referred to as RF2) uses climate and pollution variables
with lag 1, excluding lag 0 variables, and does not use the variable number of hospitaliza-
tions with lag 1 as a predictor variable. In this model, the aim is to understand whether the
climate and pollution conditions of the previous month have a direct impact on asthma
cases in the current month. This type of analysis is especially relevant in public health,
where previous environmental factors can have a delayed effect on health events.

The third RF model (hereafter referred to as RF3) explores climate and pollution vari-
ables with lag 1, excluding lag 0 variables, and uses the variable number of hospitalizations
with lag 1 as a predictor variable. This model is similar to RF2, but by adding the number
of hospitalizations with lag 1 as a predictor variable, it allows the model to capture the
temporal autocorrelation in the asthma cases themselves, i.e., the influence of past cases on
future cases. In time-series models, it is common for the target variable to have a correlation
with its previous values, especially in seasonal phenomena or those with temporal inertia.

The fourth model is the RF combining climate and pollution variables with lag 0
and lag 1, as well as including the variable number of hospitalizations with lag 1 as a
predictor variable. This model makes the most of the potential information, assessing both
the immediate and delayed effects of environmental and pollution variables, as well as
the impact of past hospitalizations. This model is particularly useful if the combination
of current and lagged variables has a synergistic effect, i.e., if the effect of climate and
pollution conditions is both immediate and prolonged.

Table 3 shows the values of the performance comparison metrics between the four
RF models tested. The results highlight the RF4 model as the best configuration for
predicting the number of hospitalizations for asthma, highlighting the importance of
including variables with a time lag and the autocorrelation of the hospitalizations variable
as a predictor. When comparing the four approaches, we observed that the models using
variables with a lag of 1 month, especially with the inclusion of the lagged hospitalizations
variable itself, show superior performance.

Table 3. Statistical metrics for random forest models 1 (RF1), 2 (RF2) 3 (RF3), and 4 (RF4).

Model MSE RMSE MAE R2

RF1 233.584 15.283 11.854 0.527
RF2 256.768 16.024 12.384 0.480
RF3 142.158 11.923 8.937 0.712
RF4 116.514 10.794 8.255 0.764

Table 4, similar to Table 2, shows the total sum of the reduction in impurity provided by
this variable in the four RF models. The results indicate that the inclusion of variables with
lag, especially the history of hospitalizations, significantly enriches the predictive capacity
of the models. The autocorrelation of hospitalizations is essential for capturing consistent
temporal patterns, while the combination of variables with and without lag provides a
more comprehensive view of the environmental factors that contribute to fluctuations
in asthma hospitalizations. RF4, the best model according to the performance metrics,
which incorporates both contemporary and lagged variables, including the number of
hospitalizations with lag 1, shows a more balanced scenario in terms of the importance
of the variables. The model manages to capture both the immediate and delayed effects
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of environmental conditions and hospitalizations. The lag 1 hospitalizations variable
remains one of the most important, but climate and pollution variables (such as minimum
temperature and SO2) also gain relevance when they are available on both time scales.
This balance indicates that the combination of present and past information optimizes the
model’s ability to capture the complex factors that influence hospitalizations.

Table 4. Gini index and the percentage increase in MSE for each variable for random forest models 1
(RF1), 2 (RF2), 3 (RF3), and 4 (RF4). The acronym %IMSE indicates increase in mean squared error
(%IncMSE) and INP indicates node purity (IncNodePurity).

Variables RF1 RF2 RF3 RF4

%IMSE INP %IMSE INP %IMSE INP %IMSE INP

Evaporation (lag 0) 10.2 6733.2 - - - - 4.0 2380.2
Evapotranspiration (lag 0) 5.2 1849.4 - - - - 2.6 373.2

Insolation (lag 0) 8.9 3369.0 - - - - 4.2 963.7
Cloudiness (lag 0) 3.1 2386.9 - - - - 2.0 524.6

Days with precipitation (lag 0) 2.9 1545.7 - - - - 2.8 417.4
Precipitation (lag 0) 1.7 1476.2 - - - - 0.1 425.1

Atmospheric pressure (lag 0) 8.6 6720.3 - - - - 0.8 1170.6
Maximum temperature (lag 0) 3.9 1881.9 - - - - 2.4 465.5
Average temperature (lag 0) 8.1 5069.5 - - - - 3.5 1067.0

Minimum temperature (lag 0) 16.8 13,037.0 - - - - 9.2 5273.3
Relative humidity (lag 0) 3.4 2511.5 - - - - 1.5 631.9

Wind speed (lag 0) 2.6 1303.1 - - - - 1.2 309.7
CO (lag 0) 3.9 3442.6 - - - - 0.9 814.2

NO2 (lag 0) 8.4 3286.9 - - - - 1.8 832.0
O3 (lag 0) 4.8 2409.4 - - - - 3.1 455.2

SO2 (lag 0) 16.1 8093.4 - - - - 6.9 2580.8
PM10 (lag 0) 3.8 2923.0 - - - - 2.8 805.2
PM2.5 (lag 0) 4.8 2442.4 - - - - 1.8 654.0

CO (lag 1) - - 3.1 3347.8 2.2 1600.0 1.4 666.6
NO2 (lag 1) - - 7.2 3170.7 3.3 1604.0 1.4 858.2
O3 (lag 1) - - 2.4 2032.2 3.0 1100.3 1.2 506.9

SO2 (lag 1) - - 16.7 7796.1 7.3 3645.4 5.5 2735.3
PM10 (lag 1) - - 2.4 1869.1 2.2 1318.7 2.5 675.9
PM2.5 (lag 1) - - 2.4 2010.2 1.8 1560.7 4.0 727.7

Evaporation (lag 1) - - 6.7 5170.4 4.9 3388.1 4.0 1500.4
Evapotranspiration (lag 1) - - 4.6 2075.2 0.0 1013.1 2.1 385.0

Insolation (lag 1) - - 5.9 3060.8 3.6 1617.4 1.8 560.8
Cloudiness (lag 1) - - 4.1 3049.7 2.9 1895.9 2.7 715.8

Days with precipitation (lag 1) - - 3.2 1943.5 1.5 1305.7 2.9 482.4
Precipitation (lag 1) - - 4.5 2352.3 1.8 1280.9 -0.6 677.1

Atmospheric pressure (lag 1) - - 10.3 6871.8 5.2 3476.9 2.4 2387.5
Maximum temperature (lag 1) - - 0.5 2139.2 4.7 1174.7 2.7 583.5
Average temperature (lag 1) - - 8.7 5105.7 6.0 3569.8 4.8 1639.9

Minimum temperature (lag 1) - - 18.4 13,908.0 10.5 7307.2 9.1 4912.3
Relative humidity (lag 1) - - 3.5 2551.7 1.6 1391.7 1.5 676.5

Wind speed (lag 1) - - 0.9 1110.6 1.9 650.7 1.1 250.7
Hospitalizations (lag1) - - 39.9 32,661.0 36.8 31,592.1

In the RF1 model, with a similar configuration to RF-exp1, it continued to show that
minimum temperature and SO2 are very important both in terms of increasing the mean
squared error and in terms of node purity. In RF2, using only variables with lag 1, but
without including the lag of the number of hospitalizations, there is a general decrease
in the importance of the variables compared to RF1, although some variables, such as
minimum temperature with lag 1 and SO2 with lag 1, continue to be relevant. The RF3
model, a configuration similar to RF2, but which adds the lagged hospitalization variable
(hospitalizations lag 1) as a predictor, stands out for a substantial improvement in the
importance of this variable in the model. This result shows that the use of the lagged hospi-
talization variable allows the model to better capture temporal dependencies, indicating
that past hospitalization values are robust predictors of future values. Finally, RF4, which
incorporates both contemporary and lagged variables, including hospitalizations with lag 1,
shows a more balanced scenario in terms of the importance of the variables. The model
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manages to capture both the immediate and delayed effects of environmental conditions
and hospitalizations. The variable including hospitalizations with lag 1 remains one of the
most important, but climate and pollution variables (such as minimum temperature and
SO2) also gain relevance when they are available on both time scales.

Figure 3 shows a comparison between the observed values of asthma hospitalizations
(black line) and the values predicted by the four RF models: RF1 (without lagged variables),
RF2 (with lagged climate and pollution variables, but without the variable hospitalization
with lag 1), RF3 (with lagged climate and pollution variables, in addition to the variable
hospitalization with lag 1), and RF4 (including both lagged and non-lagged variables,
including hospitalization with lag 1). Each figure (Figure 3a–d) shows the correspondence
between the models’ predictions and the observed time series, and also indicates the
correlation between the predicted and observed values.
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Corroborating the previous results, the RF4 model (Figure 3d), which combines vari-
ables with and without lag, including the variable hospitalizations with lag 1, shows the
highest correlation of all the models, with a value of 0.8981. This model is able to capture
both the immediate and delayed effects of environmental variables and historical hospital-
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ization data. The inclusion of variables on both time scales allows the RF4 model to better
adjust the conditions that influence hospitalizations, providing predictions that are closer
to the observed values. However, although the RF3 model (Figure 3d) is not superior to
RF4, it performs substantially well, with a correlation of 0.8723 between the predicted and
observed values. The use of the variable hospitalizations with lag 1 considerably improves
the model’s fit, capturing the peaks and valleys of the time series more accurately. This
result highlights the importance of autocorrelation in hospitalization data, indicating that
the history of hospitalizations is a robust predictor of future hospitalization behavior.

The graphs in Figure 4 show the autocorrelation function (ACF) of the residuals for
the four RF models (RF1, RF2, RF3, and RF4). The autocorrelation function is a measure of
how much a data series is correlated with itself at different lags. In general, the absence
of significant autocorrelation in the residuals is an indication that the model is capturing
the temporal dependencies of the data well, while the presence of autocorrelation suggests
that important aspects of the temporal pattern may be being overlooked.
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Due to the use of variables with lag 1, and especially the variable of hospitalizations
with lag 1 itself as a predictor in the models, it became necessary to carefully evaluate the
autocorrelation functions of the residuals. The inclusion of a variable of interest (such as
hospitalizations) with lag allows the model to capture possible autocorrelated temporal
dependencies, in which the number of hospitalizations in one period is directly related
to the number of hospitalizations in previous periods. This is common in phenomena
where past behavior influences future behavior, such as in public health time series and
environmental data. However, the use of lagged variables can introduce spurious correla-
tions, since there is a possibility that the model learns patterns in the historical data but
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fails to capture new temporal variations not explained by the lag of the variables. This
implies that if autocorrelation is still present in the model residuals, it means that there
are temporal patterns that have not been adequately captured, suggesting a possible need
for additional model adjustments. Thus, evaluating the autocorrelation functions of the
residuals makes it possible to check whether the model is in fact capturing all the relevant
temporal dependencies. The absence of autocorrelation in the residuals is an indication
that the model is well adjusted and that the variables with lag 1 and the hospitalizations
variable itself are fulfilling their predictive role, leaving no unexplained temporal patterns.
Therefore, the analysis of residual autocorrelation is essential to ensure that the model is
well specified and to avoid misinterpretation of the results, especially in time series where
historical behavior plays an important role in future forecasting.

The results of the autocorrelation functions of the residuals (Figure 4) indicate that
models RF3 and RF4 perform best with non-autocorrelated residuals, suggesting that they
capture the temporal structure of the data well. In addition to the lagged variables, the
number of previous hospitalizations was crucial to capturing temporal dependencies and
improving the quality of the predictions, since the inclusion of the lagged target variable
allowed the model to adjust not only to climate and pollution factors, but also to the
temporal inertia in asthma cases, which is typical of phenomena with dependence on
their past values. Thus, for future studies, modeling time series with climate and health
variables with lag is recommended, particularly when using data with strong temporal
dependence, as is the case with asthma hospitalizations. The fact that the RF1 and RF2
models only show positive autocorrelations in the first lag suggests that they both capture
the immediate structure of the data to some extent, but are unable to completely model
the temporal dynamics. The presence of autocorrelation in the first lag indicates that
there is some temporal dependence in asthma hospitalization cases that occurs from one
period to the next. However, as the autocorrelations are not significant in subsequent lags,
this suggests that these models are only capturing part of the immediate temporal effect,
without predicting longer-term relationships.

4. Summary and Conclusions
In this study, we carried out a comprehensive evaluation of multiple ML models for

predicting asthma hospitalizations based on a variety of meteorological and pollution
variables. Two experiments were conducted to assess the impact of using datasets with
different durations. Exp1 used a shorter time series and a larger set of variables, while
Exp2 incorporated an extended time series and fewer variables. This approach allowed
us to analyze the predictive power of models trained with datasets of different sizes and
temporal coverage, highlighting the balance between data richness and model performance.

The results showed that the model with the best performance was the RF model using a
larger set of variables, even with a shorter time series. This result highlights the importance
of the diversity and richness of predictor variables over the length of the time series in
some cases. The inclusion of a greater number of variables, such as air pollutants in this
study, allowed the RF model to capture patterns that the other models found more difficult.

The analysis of the importance of the variables within the RF models revealed inter-
esting insights. Minimum temperature and SO2 stood out as influential predictors in all
the models analyzed. These results are in line with previous studies correlating asthma
cases with exposure to different air pollutants. Achakulwisut et al. [53] estimate that 13%
of new pediatric asthma cases per year can be attributed to exposure to air pollutants such
as NO2. Ding et al. [54] showed that NO2 plays a key role in asthma attacks in Chongqing,
China. Razavi-Termeh et al. [55] indicated that different pollutants have more significant
effects depending on the season, with PM2.5 being the most prominent pollutant. Alarming
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data indicate that global life expectancy has been reduced by at least one year due to
high concentrations of pollutants [56]. The prominence of minimum temperature can be
attributed to its role in respiratory health, as low temperatures are known to exacerbate
asthma symptoms and increase vulnerability to respiratory problems. SO2, a common
pollutant from industrial processes, has also well-documented respiratory effects [57–65],
potentially triggering asthma attacks and aggravating symptoms. These findings highlight
the importance of including environmental conditions, especially those directly related to
respiratory health, as key factors in predictive models for asthma hospitalizations.

Testing different RF model configurations provided interesting insights into the im-
portance of temporal dependencies in the data. RF1, which used only non-lagged variables,
demonstrated that current environmental conditions have predictive value but lack the
ability to fully capture temporal patterns. RF2, which used only lagged environmental vari-
ables without the lagged hospitalizations variable, performed slightly worse, suggesting
that past environmental conditions do not play a relevant role in predicting current hospi-
talizations. While relying on lagged variables reflects current data availability constraints,
incorporating real-time data in future studies could enhance predictive accuracy and public
health applicability. However, RF3 and RF4, which included the lagged hospitalizations
variable, showed the best performance, indicating that recent trends in hospitalizations con-
tribute significantly to predicting future cases. The superior performance of RF4 confirms
that the combination of lagged and non-lagged data allows the model to take advantage
of both immediate and historical factors, improving its predictive capacity. Although RF4
stood out as the best model, RF1 still offers practical value. RF1, being simpler and less
computationally demanding, can be considered in situations where a more immediate
model is required, based only on current conditions.

This study demonstrates the predictive potential of RF models for predicting asthma
hospitalizations based on environmental data. The importance of variables such as min-
imum temperature and SO2 highlights the relevance of climate and pollution factors in
respiratory health outcomes. Furthermore, our exploration of various RF configurations
highlights the need to incorporate temporal dependencies to achieve optimal predictions,
with RF showing excellent results in a more comprehensive approach. Future studies could
explore further refinements, including other lag structures and ML algorithms, and explore
additional environmental variables to continue improving predictive accuracy and our
understanding of environmental impacts on asthma hospitalizations.
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